
 
Advanced R for Epidemiologists 

COURSE DURATION 

This is an on-line, distance learning course and material will be available from June 16 – 30, 
2023 

INSTRUCTOR 

Seth J. Prins, PhD MPH 

Assistant Professor, Columbia University 

sjp2154@columbia.edu 

COURSE DESCRIPTION 

This goal of this course is to introduce students to advanced data wrangling techniques, 
advanced quantitative methods, reproducible research, and graphics using R and RStudio. 
Heavy emphasis will be placed on the tidyverse suite of packages and functions for data 
manipulation and modeling, and for more advanced applied epidemiologic analyses. Each 
session is a combination of didactic lecture and hands-on practice. Students will clean and 
analyze actual data sets, learn the importance of data preparation and cleaning, how to 
visualize descriptive analyses, write their own functions, run regressions, and use R for 
advanced methods such as multiple imputation. The course will provide a quick introduction to 
R but move quickly into the tidyverse and advanced topics.  

PREREQUISITES 

Some familiarity with R is ideal. Students are expected to be familiar with the file structure of 
their operating systems (Windows, OS X, or LINUX) and how to download, install, and transfer 
files. A basic understanding of statistical and epidemiological principles is strongly encouraged 
but brief introductions to key concepts will be offered as necessary although focus will naturally 
be on the application and interpretation of statistical and epidemiological concepts in the 
context of R.  

TECHNICAL REQUIREMENTS  

Students will need access to a computer with high-speed internet access. In addition, students 
will need to download and install the following software: 

• R, a free multi-platform (Windows, Mac, Linux) user-maintained advanced statistical and 
scientific computing platform based on the S-plus language.  R has versatile and 
powerful graphics capability.  In addition to the thousands of user-contributed packages, 
the language is easily extendable though simple object-oriented programming.  A 
number of specialized packages will be used e.g., ggplot2, Tidyverse, etc. 



 
• RStudio, a free multi-platform (Windows, Mac, Linux) integrated development 

environment (IDE) for R designed to make analysis and document production more 
efficient and reproducible. 

COURSE LEARNING OBJECTIVES 

The primary objective of this course is to introduce students to advanced R programming skills 
so they can (1) more efficiently prepare data for analysis; (2) implement advanced 
epidemiologic methods in R; and (2) continue learning and problem-solving in R beyond the 
course. By the end of the course students will be able use R to: 

• Enter, read, index, clean, organize, and manipulate (i.e., “wrangle”) epidemiologic data. 
• Understand and use packages from the “Tidyverse” 
• Develop visually attractive graphics based on the grammar of graphics (i.e., ggplot2) 
• Write their own R functions for data manipulation and analyses not found in base R 
• Share their knowledge by developing reproducible research documents using the 

Rmarkdown format. 
• Be aware of how R can be used for multiple imputation, inverse probability weighted 

marginal structural models, and other advanced methods.  

COURSE READINGS  

There are no required readings but the following are strongly recommended:  

Title Summary Available at: 
Population Health Data Science 
with R. by T. J. Aragon 

Introduces R to epidemiologists 
and health data researchers 

https://bookdown.org/medepi/phd
s/ 

An Introduction to R by W. N. 
Venables, D. M. Smith, 
and R Core Team 

From the R core development 
team, the canonical beginner text 
that introduces users to object-
oriented programming with R 

http://cran.r-
project.org/doc/manuals/R-
intro.pdf 

Hands on Programming with R by 
Garret Grolemund 

Beginner introductory text that is 
slightly friendlier and more 
accessible than Venables 

Canvas 

R for Data Science. By Hadley 
Wickham and Garrett Grolemund 

An introduction to the Tidyverse Canvas and https://r4ds.had.co.nz/ 

Stack Overflow: R A lively beginner–advanced R 
programming help forum 

http://stackoverflow.com/tags/r/in
fo 

Cross Validated: R A lively beginner–advanced 
statistics help forum 

http://stats.stackexchange.com/ta
gs/r/info 

The R Inferno by P. Burns Amusing beginner–intermediate 
text that addresses potential R 
pitfalls 

http://www.burns-
stat.com/documents/books/the-r-
inferno/ 

ggplot2: Elegant Graphics for Data 
Analysis by H. Wickham 

Recommended if you plan to use 
package ‘ggplot2’ 

https://ggplot2.tidyverse.org/ 

 



 
COURSE STRUCTURE  

The on-line version of this course is meant to be a highly self-directed learning style that 
enables greater flexibility for course participants to complete the course objectives at the times 
and pace most conducive to the respective schedules of participants.  

This course utilizes the learning management software, Canvas:  

https://canvas.instructure.com/login  

To get started all registrants will receive and e-mail inviting them to join on the first day of the 
course offering. Upon receiving the e-mail, participants should follow the instructions to get 
signed up for a Canvas account.  

This course is anchored around ~15 recorded lectures organized into five “modules”. The 
recorded lectures are audio and screen recordings that will enable the instructor to teach by 
moving between slides and the R software environment with relative ease so that conceptual 
points can be made while also embedding applied examples of course concepts using R 
software. In general, each recorded lesson will have a slides file as well as a R editor file that 
can be used by participants and kept for future reference.  

Data: There will also be several data sets provided to participants so they can replicate the 
examples shown in the lessons and also experiment on their own. The data sets can be found 
on-line at the Canvas course site.  

To learn R properly, it is absolutely essential that you use it. Therefore, all participants should 
have R installed on the computer from which they are watching streamed lectures. This will 
allow participants to frequently pause the lecture and apply concepts in R.  

COURSE SCHEDULE  

Module 1, June 1 - 7:  Introduction to R and RStudio, Loading Data, Indexing, Apply Family of Functions 
 
Students will be able to: 

1. Understand goals and objectives for the course 
2. Understand the course assessment procedures 
3. Be familiar with the pro-side argument for why learning R is worth the effort 
4. Understand the benefits of RStudio become familiar with RStudio 
5. Begin to improve workflow and efficiency using RStudio and notebooks 
6. Be familiar with data and computing objects 
7. Know what vector, matrix, array, list, and data frame objects are and how they correspond to 

epidemiologic concepts Be comfortable indexing data frames 
8. Be comfortable getting data into R  
9. Know how to index data frames to extract epidemiologically relevant information 
10. Use the apply( ) family of functions for stratified analysis, the aggregate( ) function for 

summary statistics, and the table( ) function for cross tabulations. 



 
11. Use indexing for data manipulation and data cleaning. 
12. Understand how to load packages into R 
13. Be familiar with packages like epitools and epiDisplay written specifically for epidemiologists  
14. Use packages to access functions beyond what’s built into R 

Recommended Reading: 
1. Aragon Section 1 
2. Aragon Section 2 
3. Hands-On Programming with R: Part 1, Chapter 1 just past page 11 (stop before “Functions”)  
4. R for Data Science Section 1.4 – 1.6 and Section 4: Workflow (online) 

 

Module 2, June 8-14: Modeling, the Tidyverse, modeling with the Tidyverse 
 
Students will be able to: 

1. Understand the benefits of using packages in the Tidyverse and how Tidyverse functions 
smooth out some of R’s quirks 

2. Start to use the ‘dplyr’ package 
3. Begin to improve data cleanliness with ‘tidyr’ and learn alternative methods for importing 

data 
4. Know how to conduct linear, logistic, and Poisson regression in R 
5. Use R for linear regression diagnostics 
6. Remember how to select a regression model 
7. Run many models at once 
8. Run many models at once, dynamically altering the covariates 
9. Run many models at once, dynamically altering the outcome and the covariates 
10. Summarize many models at once 
11. Understand “list columns” 

Recommended Reading: 
1. Aragon Sections 3 and 4.1-4.10. 
2. Hands-On Programming with R: Finish Chapter 3 
3. Venables Chapter 13 
4. R for Data Science Sections 5, 6, and 8 (online) 
5. R for Data Science Sections 10 – 13 online 
6. Venables Chapter 11 

 

Module 3, June 15-21: Graphics with ggplot2 and R for Reproducible Research with R Markdown  
 
Students will be able to 

1. Be aware of some things you can do with R graphics 
2. Be aware of graphing parameters 
3. Use graphing examples to create one’s own plots and graphics 
4. Understand the principles of the grammar of graphics 



 
5. Be comfortable with ggplot syntax 
6. Understand the increasing importance of open, transparent, and reproducible research 
7. Distinguish between a reproducible research process and reproducible results (i.e., 

“reproducibility”), but understand how the former can aid in the latter 
8. Use R and RStudio to create dynamic reports and presentations 
9. Use R and RStudio to improve their workflow with notebooks 

 
Recommended Readings 

1. R for Data Science Sections 17 – 20 (online) 
2. R for Data Science Section 21 (online) 
3. R for Data Science Section 3 (online) 
4. ggplot2 Overview at https://ggplot2.tidyverse.org/  
5. R for Data Science Section 28 (online) 
6. R for Data Science Sections 27, 29, 30 (online)  
7. Getting started with R Markdown https://resources.rstudio.com/vimeo-webinars/getting-

started-with-r-markdown 
8. Make PowerPoint Presentations with R Markdown 

https://resources.rstudio.com/webinars/make-powerpoint-presentations-with-r-markdown-
nathan-stephens  

9. Introducing Flexdashboards https://www.rstudio.com/resources/webinars/introducing-
flexdashboards/  

 

Module 4, June 22-30:  Advanced methods with R: Multiple Imputation, IPW-MSM, Simulations, g-
formula 
 
Students will be able to: 

1. Be aware of packages for conducting multiple imputation for missing data in R 
2. Use the ‘mice’ package (for Multiple Imputation by Chained Equations) to conduct multiple 

imputation 
3. Run diagnostics on imputation objects, manipulate imputation objects 
4. Feel comfortable with the rationale for inverse-probability-weighted marginal structural 

models 
5. Understand steps for implementing IPW MSM in R 
6. Develop strategies for dealing with the challenges that complex exposures (e.g., social factors) 

raise for using these methods 
7. Articulate the utility of simulations in epidemiologic research 
8. Be familiar with sampling functions  
9. Understand the steps in simulations and be able to implement basic examples 
10. If time, implement the g-formula  

 
Recommended Reading: 

1. 1. Buuren, S. van, and K. Groothuis-Oudshoorn. 2011. MICE: Multivariate Imputation by 
Chained Equations in R. Journal of Statistical Software 45 (3): 1–67. 



 
2. 2. https://github.com/stefvanbuuren/mice, see the vignettes in particular 
3. 3. Hernan and Robins Chapter 12 and accompanying R code, available on Canvas 

  
 

 


